Learners’ choices and beliefs about self-testing

Nate Kornell  
*University of California, Los Angeles, CA, USA*

Lisa K. Son  
*Barnard College, New York, NY, USA*

Students have to make scores of practical decisions when they study. We investigated the effectiveness of, and beliefs underlying, one such practical decision: the decision to test oneself while studying. Using a flashcards-like procedure, participants studied lists of word pairs. On the second of two study trials, participants either saw the entire pair again (pair mode) or saw the cue and attempted to generate the target (test mode). Participants were asked either to rate the effectiveness of each study mode (Experiment 1) or to choose between the two modes (Experiment 2). The results demonstrated a mismatch between metacognitive beliefs and study choices: Participants (incorrectly) judged that the pair mode resulted in the most learning, but chose the test mode most frequently. A post-experimental questionnaire suggested that self-testing was motivated by a desire to diagnose learning rather than a desire to improve learning.

Keywords: Self-testing; Testing effect; Flashcards; Judgements of learning.

Self-regulated learning (e.g., homework) requires students to make scores of decisions about how to study. Laboratory research has shown that these decisions are affected by many factors, including the difficulty of the materials; the student’s goals; the amount of time pressure the student is under; a student’s age; and, of course, the type of decision to be made, whether it be strategic (e.g., should I make flashcards?), item-specific (e.g., do I need to review this chapter again?), or global (e.g., should I study tonight?). However, many of the practical decisions that students face have not been addressed by experimental research (see, e.g., Kornell & Bjork, 2007). One such practical question, which is the focus of the present research, is whether or not to test oneself while studying.

A large body of data suggests that self-testing enhances memory. This so-called testing effect refers to the finding that taking a test improves learning more than passively reading the same information (Glover, 1989; McDaniel & Fisher, 1991; Metcalfe, Kornell, & Son, 2007; Roediger & Karpicke, 2006b). The testing effect has been shown to occur when the test is followed by corrective feedback (e.g., Carrier & Pashler, 1992; Cull, 2000) and when it is not (Carpenter & DeLosh, 2005; Landauer & Bjork, 1978). Moreover, testing appears to be especially effective for promoting long-term learning (Hogan & Kintsch, 1971; Roediger & Karpicke, 2006a).

In addition to enhancing memory directly, testing has a second benefit: It allows learners to accurately diagnose what they do and do not know. Making such diagnoses accurately can play
an important role in guiding study decisions. Learners’ diagnoses of what they know are often assessed via judgements of learning (JOLs)—that is, ratings of how probable it is that one will remember an item on a future test. The correlation between the JOLs and actual memory increases when learners can test themselves as they study (e.g., Dunlosky & Nelson, 1992). To the degree that JOLs guide study decisions, accurate JOLs promote effective study decisions, including decisions about which items to study and how long to spend studying (Kornell & Metcalfe, 2006; Nelson, Dunlosky, Graf, & Narens, 1994), and even when to schedule study (Son, 2004).

BELIEFS CONCERNING SELF-TESTING

Two recent studies suggest that people do not recognise the benefits of testing—instead they seem convinced that presentations result in more learning than does testing (Agarwal, Karpicke, Kang, Roediger, & McDermott, 2008; Roediger & Karpicke, 2006a). In both studies participants who read a text passage multiple times gave higher JOLs than participants who read the passage and then took one or more tests (Roediger & Karpicke, 2006a, used free recall tests; Agarwal et al., 2008, used cued recall tests). This evidence suggests that, at least in the context of reading text passages, participants thought re-reading was more effective than testing.

There is evidence that in some situations people recognise the benefits of tests. In experiments on the generation effect—the finding that generating an answer, for example by unscrambling an anagram or filing in missing letters in a word, leads to better later recall than seeing the word presented whole (Hirshman & Bjork, 1988; Jacoby, 1978; Slamecka & Graf, 1978)—participants have been shown to give higher JOLs for words that they generated than for words that were presented (Begg, Vinski, Frankovich & Holgate, 1991; Mazzoni & Nelson, 1995), or to give equal ratings on both types of trials (Maki, Foley, Kajer, Thompson, & Willert, 1990).

Thus there is evidence to suggest that, in some situations, people believe they can learn more via re-reading than being tested. But do students choose to test themselves? To investigate this question, Son (2005) asked first-grade students to study a set of cue–target synonym pairs (e.g., occupation – job). The participants were asked to judge how well they knew each pair, and then to decide, for each pair, whether to re-read the pair or test themselves. The first-graders chose to test themselves on items that they felt they knew well, and preferred re-presentation on less well-known items—although they may have chosen tests on items that they thought they could answer correctly not as a study strategy, but simply to impress their teachers.

CHOOSING SELF-TESTING: A PILOT EXPERIMENT

We wanted to follow up on the question of self-testing using a procedure that seemed to more strongly resemble real-world learning. Thus we used a flashcard-like procedure. When learners use flashcards, which are a ubiquitous study tool (Kornell, in press; Kornell & Bjork, 2007), they generally cycle through a set of cards repeatedly, looking at the front of each card, testing themselves, and then looking at the back. Flashcard-like programmes are becoming increasingly popular online. Asking participants to study computer-based flashcards seemed to be an appropriate experimental context in which to investigate self-testing.

In the pilot study the learning materials were English–Indonesian vocabulary (e.g., Left–Kiri, Hot–Panas, Late–Terlambat), which were presented for study on a computer. Participants were allowed to decide how they studied: They could choose to read the pairs intact (pair mode), or to have the cue presented alone before the target appeared (test mode). If a participant changed modes, which they could do at any time using buttons on the computer screen, the remaining items in the list would be presented in whichever mode was selected, unless the mode was changed again. There were three between-participants conditions: In addition to the condition in which participants could choose the study mode, there was an all-pair mode in which there were no test trials, and an all-test mode in which there were no pair trials. In the same way that students doing homework are under time pressure, our participants were given a time limit of 10 minutes to study, and they controlled the timing of presentations as they studied. The fixed time limit gave participants an incentive to manage their time wisely, because studying quickly translated into more study trials later (unlike most previous self-regulated study research; see
Son & Metcalfe, 2000). There was a final test at the end of the experiment.

The results from the pilot study showed that, when given the choice, participants began by studying in presentation mode but quickly switched to test mode. There was also a testing effect: On the final test the recall accuracy of participants in the choice condition—who only tested themselves on an average of 55% of the trials—matched that of participants in the all-test mode (mean performance = 63% for both conditions), and surpassed that of participants in the all-pair mode (mean performance = 37%). Thus it appears that a mix of presentation trials and test trials was no less effective than constant test trials.

Participants in the pilot experiment chose to test themselves. The question addressed in the present research was why did they choose to do so? Tests enhance learning, as the pilot experiment demonstrated, but another reason to test oneself is as a way to diagnose one’s memory. In a survey of 472 UCLA undergraduates (Kornell & Bjork, 2007), for example, 91% reported testing themselves regularly while studying. Out of all respondents, 68% reported that they test themselves primarily to make a diagnosis of what they do and do not know. Thus students seem to be aware of the metacognitive benefits of testing (also see Dunlosky, Serra, Matvey, & Rawson, 2005). However, they seem less aware of the direct memory benefits of testing: only 18% reported testing themselves to enhance their learning directly. Thus the majority of students seem to view tests the way their teachers might: primarily as assessments, not learning tools.

THE PRESENT EXPERIMENTS

In sum, previous research provides a puzzling picture of learners’ attitudes towards testing: People believe testing is less effective than re-reading (e.g., Roediger & Karpicke, 2006a) and yet, as our pilot results demonstrate, they choose self-testing preferentially over re-presentation. One explanation of these seemingly contradictory findings is that people choose testing to diagnose their learning, not to enhance it (Kornell & Bjork, 2007). Another explanation, however, is a difference in the learning materials and test type: People rated re-reading as effective when studying passages (Roediger & Karpicke) but chose self-testing while studying translations on digital flashcards (in our pilot study). Study strategies vary widely depending on the subject matter and expected type of test—to take an obvious example, literature students read more and solve problems less than physics students—and how people rate testing in one context cannot necessarily be used to predict how they will rate, or utilise, testing in another context.

In the present experiments we investigated choices and beliefs regarding self-testing. Two experiments, which shared a single set of materials, differed in only one aspect of their procedures. In Experiment 1 participants were asked to judge the relative effectiveness of testing versus presentation. In Experiment 2 participants were asked to choose between testing and presentation. Based on previous research, we predicted that participants would choose self-testing rather than presentation. In the same situation, however, we also predicted that participants would rate presentation as benefiting their learning more than testing—which would demonstrate a mismatch between study choices and metacognitive judgements (JOLs).

Feedback was also manipulated in the present experiments. Feedback plays an important role in the benefits of tests (e.g. Metcalfe & Kornell, 2007; Pashler Cepeda, Wixted, & Rohrer, 2005): Without feedback, if one is unable to answer a question initially there is little hope of recovering it later, whereas when feedback is provided errors can be corrected, and tests are endowed with the benefits of a presentation while also maintaining the additional benefits of testing. Thus we predicted that participants would choose testing more often, and rate testing more favourably, when feedback was provided than when it was absent.

EXPERIMENT 1

In Experiment 1 participants studied a list of word pairs twice. The first study trial was always in pair mode (i.e., the cue and target were presented together). In the pair condition the second study trial was also in pair mode; in the test condition the second study trial was in test mode (i.e., the cue was presented and participants were asked to type in the target). After the second trial, participants were asked to predict how many of the pairs they would remember on a final test that would occur a short time later. This aggregate JOL allowed us to examine participants’ metacognitive beliefs about the relative
effectiveness of testing versus presentation. We also manipulated whether feedback was given during the test.

The hypothesis in Experiment 1 was that participants would rate the pair condition as more effective than the test condition. Such a finding would replicate previous findings (e.g., Roediger & Karpicke, 2006a), but it would also differ from previous work in important ways. First, Roediger and Karpicke’s task, free-recalling text passages without feedback—which students rarely do when studying—is probably less attractive than testing oneself in a flashcards-like paradigm, which students naturally do (Kornell & Bjork, 2008). Moreover, in Roediger and Karpicke’s study the participants’ predictions were actually accurate with respect to the immediate test—that is, consistent with the participants’ predictions, on an immediate test study trials resulted in better performance than test trials. The predictions were inaccurate with respect to Roediger and Karpicke’s delayed test condition, but people often fail to predict that forgetting will occur at all (Koriat, Bjork, Sheffer, & Bar, 2004), much less differential forgetting rates following test trials compared to presentation trials. Thus, in addition to providing a point of comparison for Experiment 2, Experiment 1 differed in important ways from previous results regarding people beliefs about the benefits of testing.

Method

Participants. A total of 35 college students participated for course credit: 19 in the feedback condition and 16 in the no-feedback condition.

Materials. The materials were 48 English word pairs. Half were relatively easy, related pairs (e.g., whale–mammal), which had forward association strengths of between .05 and .054 based on free association norms (Nelson, McEvoy, & Schreiber, 1998). The other half were more difficult, unrelated pairs (e.g., inanity–capacity), with zero forward association strength.

Design. We used a 2 × 2 mixed design. Mode (pair or test) was manipulated within participants; feedback (feedback vs no feedback) was manipulated between-participants.

Procedure. The procedure comprised three phases: study, distractor, and test. There were four lists of 12 word pairs; participants studied and made judgements about each list individually, and then, after the distractor task, took a test on all four lists. Two of the lists were assigned to the all-pair mode (either the first two lists or the last two lists) and two were assigned to the all-test mode. Within each list, half of the items were easy and half were difficult.

The study phase for a given list comprised three phases: initial presentation, restudy, and JOL. During initial presentation the 12 word pairs were presented for study, in random order, for 5 seconds each. During restudy, for lists presented in the pair condition, the full word pairs were presented again for 5 second each; for lists presented in the test condition the cue word was presented alone, and participants were asked to type in the target word. Feedback was provided (i.e., the correct answer was presented for 1 second after the participant responded) to participants in the feedback condition. The JOL phase followed restudy. Participants were asked to make an aggregate JOL (i.e., a judgement about an entire list, rather than a single item) by completing this sentence: “When I am tested on that word list in about 15 minutes, I think I will get about __ out of 12 correct.”

After the fourth list was presented there was a 5-minute distractor task, during which participants were asked to identify well-known people based on photographs presented upside-down.

The test followed the distractor task. Each cue was presented, one at a time, and participants were asked to type in the answer and press return. The items from list one were tested first, in random order, followed by the items from list two, and so on.

After completing the test participants were asked “Which best describes the reason you quiz yourself when you study?” There were four response options: (a) I quiz myself because I learn more that way than I would through presentation, (b) I quiz myself to figure out how well I have learned the information I’m studying, (c) I quiz myself because I find quizzing more enjoyable than presentation, (d) None of the above.

Results and discussion

Final test accuracy was higher for items studied in the test mode than the pair mode, $F(1, 33) = 7.60, p < .01, \eta^2_p = .19$ (Figure 1a). The effect of feedback was not significant, $F(1, 33) = .60, p = .44$, nor was the mode × feedback interaction, $F(1, 33) = .40,$
In opposition to actual accuracy, JOL ratings were higher for items in the pair mode than the test mode, $F(1, 33) = 7.74, p < .01, \eta^2_p = .19$ (Figure 1b). Again, the effect of feedback was not significant, $F(1, 33) = 1.13, p = .30$, nor was the interaction, $F(1, 33) = .34, p = .57$. Thus testing enhanced learning, but participants rated extra presentations as more effective than tests. In addition, the survey showed that the main reason participants chose to self-test was to diagnose their level of learning, not to improve it (see Table 1). When interpreting the post-experimental question, it is important to remember that participants were allowed to select only one reason; thus Table 1 presents participants’ main, but not necessarily only, reason for testing themselves.

EXPERIMENT 2

Method

Experiment 2 was identical to Experiment 1, with one exception. In Experiment 1 lists were randomly assigned to either the pair mode or test mode. In Experiment 2 the participants were allowed to choose between the two modes (as they had done in the pilot experiment). During the study phase, after studying a list for the first time, participants were asked: “Now it’s time to study that list again. What would you like to do: see the pairs presented again, or take a practice quiz?” They selected one of two buttons, corresponding to the pair condition and the test condition respectively, labelled “Present again” and “Practice quiz”.

Participants. A total of 35 college-aged students participated for course credit: 16 in the feedback

<table>
<thead>
<tr>
<th>TABLE 1</th>
<th>Responses to the post-experimental question</th>
</tr>
</thead>
<tbody>
<tr>
<td>Multiple-choice response</td>
<td>% of respondents</td>
</tr>
<tr>
<td>I learn more that way than I would through presentation</td>
<td>20%</td>
</tr>
<tr>
<td>To figure out how well I have learned the information I’m studying</td>
<td>66%</td>
</tr>
<tr>
<td>I find quizning more enjoyable than presentation</td>
<td>4%</td>
</tr>
<tr>
<td>None of the above</td>
<td>10%</td>
</tr>
</tbody>
</table>

Responses to the post-experimental question “Which best describes the reason you quiz yourself when you study?” combined across Experiments 1 and 2.
condition and 19 in the no-feedback condition. It should be noted that the two conditions took place during the summer and fall semesters respectively, and thus participants could not be assigned to conditions randomly.

Results

As Figure 1c illustrates, on the first list participants chose the pair mode and test mode equally often, each at a rate of 50% (and there was no difference between the feedback and no-feedback groups). With experience, however, participants developed a preference for testing. There was a significant effect of list, \(F(1, 33) = 4.43, p < .01, \eta^2_p = .12\), but no significant effect of feedback overall, \(F(1, 33) = .64, p = .43\), and no feedback \(\times\) list interaction, \(F(1, 33) = .85, p = .47\).

To examine participants’ preferences for the test mode versus the pair mode statistically, we chose to examine study choices on list 4 because that is the list on which participants had the most experience with the experimental procedure, and thus could make the most informed choices. A planned comparison showed that participants in the feedback condition chose testing at a rate significantly above 50%, \(t(15) = 4.39, p < .001, d = 1.10\). The effect was not significant in the no-feedback condition, \(t(18) = 1.16, p = .26\). Choosing testing at an especially high rate when tests were followed by feedback seems adaptive given that, in the absence of feedback, participants had little chance to learn items that they could not recall. However, comparing the feedback condition and the no-feedback condition, there was not a significant difference in the rate at which participants chose testing, \(t(33) = 1.66, p = .11\). When the data from the two feedback conditions were collapsed, the data demonstrated a significant preference for testing, \(t(34) = 3.24, p < .01, d = .55\).

Final test accuracy and JOLs were not the focus of Experiment 2, although we report the data for completeness. However, the findings should be interpreted with caution for two reasons: first because the participants assigned themselves to conditions, and second because 16 of the 35 participants were excluded from the analyses, 11 because they chose the test mode exclusively and 5 because they chose the pair mode exclusively. These concerns do not apply to Experiment 1, which is why Experiment 1 was conducted and why it serves as the basis for the claim that participants rated presentation as more effective than testing.

Nevertheless, the results of Experiment 2 were consistent with the results of Experiment 1: Participants gave higher JOLs following the pair mode than the test mode, \(F(1, 17) = 16.40, p < .001, \eta^2_p = .49\), despite performing in the opposite manner. Final test accuracy was numerically higher for items in the test mode than in the pair mode, but the difference was not significant, \(F(1, 17) = 1.34, p = .26, \eta^2_p = .07\). Feedback did not have significant effects on JOLs or final test accuracy.

A final analysis combined Experiments 1 and 2 in examining participants’ responses to the post-experimental survey. As Table 1 shows, the majority of participants reported testing themselves to diagnose their memories, not to enhance them directly, consistent with the findings of Kornell and Bjork (2007).

Discussion

Participants in Experiment 2 chose to test themselves rather than to receive re-presentations as they studied. This finding demonstrates a mismatch between metacognitive beliefs and study choices: Participants in Experiment 1 believed, wrongly, that testing was less effective than presentation, but in the same situation participants in Experiment 2 chose testing rather than presentation. Survey results suggest that the reason people chose to test themselves, despite believing that doing so impaired their learning, was as a way to diagnose their own learning.

GENERAL DISCUSSION

The current experiments examined learners’ use of self-testing as a study strategy. Taken together, Experiments 1 and 2 showed that, in a paradigm that resembled studying computer-based flashcards, participants preferred testing themselves rather than re-presentation—and benefited from doing so—but judged re-presentation as more effective than self-testing. Thus there was a mismatch between study choices, which favoured testing, and metacognitive beliefs, which favoured presentation. The data also suggest that people test themselves in order to diagnose what they do and do not know, often without realising that doing so enhances their memory.
The benefits of tests

There has been a recent resurgence in research on the testing effect (e.g., Roediger & Karpicke, 2006b). When different degrees of testing have been compared, the maximum amount of testing has generally resulted in the maximum benefit (e.g., Hogan & Kintsch, 1971; Roediger & Karpicke, 2006a; but see also Izawa 1970). However, the current results indicate that more testing may not always be better: The pilot data showed that being tested 55% of the time resulted in performance that was as good as being tested 100% of the time. This finding implies that when a test occurs may be as crucial as the mere fact that it occurs.

Why did high levels of learning result when participants chose to test themselves on only 55% of the trials, primarily at the end of the study period? One advantage of beginning in presentation mode may have been that presentations communicate new information more quickly, and efficiently, than a test, because tests require two steps, a question followed by feedback, whereas a presentation requires only one step (Izawa, 1992). Moreover, early in the study phase unknown items were predominant, and for such items presentations and tests may be similarly valuable—although retrieval attempts seem to enhance learning, relative to presentations, even for unknown items (see Kornell, Hays, & Bjork, in press; Richland, Kornell, & Kao, 2009)—because tests can take more time to complete than presentations. However, as the study phase went on, the participants learned an increasing number of the items. When an item can already be recalled, additional presentations, at least in some circumstances, appear to confer little or no benefit, whereas additional tests can have large effects (Karpicke & Roediger, 2007, 2008). Thus, as time went on, and the participants became able to recall more items, choosing the presentation mode would have become increasingly unwise. In short, participants may have benefited from presentations because of efficiency initially, and then benefited from the mnemonic benefits of tests, relative to the ineffectiveness of re-studying, later in the study phase when they knew many of the items.

Although pilot participants' choice to self-test may have enhanced their learning, that is not necessarily why they chose to test themselves, as Experiments 1 and 2 demonstrate. It is certainly possible that participants were astutely attempting to optimise their learning. It is more likely, based on the post-experimental questions in Experiments 1 and 2, that participants chose testing to discern what they did and did not know. A third possibility is that participants simply wanted to answer correctly, and to serve that goal they waited to test themselves until they felt that they would be able to do well on the tests.

A metacognitive dissociation

Research on memory monitoring is often motivated by the idea that memory monitoring guides study decisions (Benjamin, Bjork, & Schwartz, 1998; Dunlosky & Hertzog, 1997; Dunlosky & Thiede, 1998; Kornell & Metcalfe, 2006; Metcalfe & Kornell, 2003, 2005; Son, 2004; Son & Metcalfe, 2000). A number of studies have established that study decisions are based on JOLs (e.g., Son & Metcalfe, 2000; Thiede & Dunlosky, 1999; although Koriat, Ma’ayan, & Nussinson, 2006, suggest that JOLs are based on study decisions). Our participants, by contrast, chose a study technique (testing) that they thought was less effective than the alternative (presentation). This finding suggests that memory monitoring was not the primary basis for the study decisions that were made in the current experiments.

In conjunction with prior research, the current data suggest that there is no single answer to the question of what guides study decisions. A satisfactory theory of study-time allocation should reflect the fact that students' goals include more than just finding the study strategy that will have the largest direct benefit for learning (Flavell, 1979; Thiede & Dunlosky, 1999). Our participants tested themselves to diagnose their memories—a worthy goal, especially because doing so can guide future study decisions. Ironically, though, our participants' decisions were at odds with the standard assumption—that is, that people study with the goal of maximising their learning directly. The difference between the current findings and previous experiments may be related to the fact that we asked people to make a strategic decision about how to study (i.e., whether or not to test themselves), as opposed to item-based decisions about whether and for how long to study a specific word pair.

There is precedent for the mismatch between memory monitoring and study choices. For example, Moulin, Perfect, and Jones (2000) found a
dissociation between judgements of learning and study time allocation in participants with Alzheimer’s disease. Lee (2005) also showed such a dissociation: participants reported that they went to lectures before reading their textbooks, despite thinking that reading the textbook and then going to class was more effective—probably because they also rated reading the textbook first as more difficult than going to the lecture first.

**Conclusion**

Researchers often assume that people try to study in ways that maximise learning. In most situations that assumption is surely valid. However, participants in the present experiments chose a sub-optimal study strategy—they chose to test themselves, despite believing that re-presentation would do more to improve their memories. Learners study in sub-optimal ways in a variety of situations—for example, by prematurely ceasing to study information that they do not yet know (Kornell & Bjork, 2007)—but in most cases the learners are trying to study optimally, but they do not understand what strategy would be most effective. Such a misunderstanding occurred in the present results; the learners thought presentation was more effective than testing. The unique aspect of the current findings is that the strategy learners chose was the one that they believed was least effective. They did not try to maximise learning; instead they tried to maximise the accuracy of their metacognitive monitoring. By demonstrating that learners sometimes prioritise enhancing their ability to monitor their learning over enhancing their learning itself, the current results underscore the importance of goals in determining how people study.

Manuscript received 17 March 2008
Manuscript accepted 29 March 2009
First published online 26 May 2009

**REFERENCES**


